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Summary/Abstract
In this project I have implemented a rigid body dynamics engine including box/box, box/plane, sphere/sphere, and sphere/plane collisions, including stacking as well as basic constraints on boxes and sphere which allow for building up chains and articulated bodies (i.e., “rag dolls”).  The engine is based in large part on the work by Guendelman, Bridson, and Fedkiw, entitled “Non-convex Rigid Bodies With Stacking,” published in ACM SIGGRAPH 2003.

Physics

“Real-world” physics properties being modeled include basic linear and rotational Newtonian rigid body dynamics.  This includes the modeling of motion via forces and torques.  Acceleration quantities are integrated using numerical methods to achieve positions and orientations, allowing for the “placement” of objects in the world, in a suitable method for standard 3D rendering techniques.
Specific attributes of the bodies include coefficients of static and kinetic friction, elasticity (coefficient of restitution), mass, inertia, bounding sphere, bounding box, and other body-specific collision data, including point and edge-lists.

Collision resolution is achieved using “impulses,” or instantaneous applications of force (amounting to modifications of velocity).  The impulse equations are derived using assumptions about the way bodies should behave following the collision, based on how much kinetic energy is lost in the collision.  With zero elasticity, all energy is lost in the collision and the relative motion of the two points on the two bodies in collision should be zero following the collision; similarly, with full elasticity (coefficient of restitution equal to one), the bodies should be moving with equal but opposite velocities along the collision normal.  These assumptions allow us to derive the standard equations for impulse corrections in collision resolution, parameterized by coefficient of restitution and various body properties (mass, inertia, and point velocity).  See [Baraff, 2001] and [Guendelman et al, 2003] for two ways of deriving the impulse quantities.
While [Guendelman et al, 2003] proposes a single equation for collision impulses that handles friction, it is also possible to use the slightly simpler impulse equations in [Baraff, 2001] and extend them to handle friction just as well.  The idea is very similar to collision resolution.  After computing the impulse along the normal and applying it, we also compute a new impulse in the tangent direction.  Specifically, we compute the impulse required to keep the relative motion of the point of collision on the two bodies zero in the tangent direction.  If the magnitude of this impulse is greater than the coefficient of static friction multiplied by the normal force (computed as static friction times the magnitude of the impulse applied for collision resolution along the normal), then static friction is not strong enough to keep the bodies from separating, and kinetic friction is applied (computed as kinetic friction times the magnitude of the normal impulse); otherwise the impulse can be applied directly, and will keep the relative motion of the points at zero along the tangent (effecting static friction).

This notion of impulse resolution can also be applied to constraints in an almost identical manner; for any two points on two bodies whose relative velocity we wish to be zero, we can compute the direction in which their relative motion should be zero, and use this vector as the “normal” in regular collision impulse resolution, treating the elasticity as zero (because the point is to prevent relative motion).  Hence, rag dolls can be treated normally, but with these additional constraints imposed pair-wise on bodies.
Implementation

The implementation of the simulation relies on separating the ballistic collision resolution from the resolution of surfaces of constant contact into two separate phases, yet using similar collision resolution methods for each.
The first step is of course to accumulate all external forces on all the bodies, including gravity and any damping forces.

Before the ballistic phase, we predict new the new location of geometry given current accumulated forces and velocities, but we do not modify these values directly; instead, we use the predicted geometry during the collision detection phase.

For collision detection, we do not bother with finding the chronological order of collisions, or even with backing up two objects to find the precise moment in time when their collision occurred.  Instead, we test all objects pair-wise against each other (yes, if we test A against B, we still test B against A), creating a record for each collision.  This record contains references to the bodies involved, as well as the deepest point of interpenetration, and the collision normal (the point of deepest interpenetration should come from object A; the normal will hence point against object A, and come from the geometry of B).  Additionally, a combined elasticity coefficient is computed (by averaging the elasticity of the two objects), and the maximum of the two objects’ coefficients of friction is stored with the record.

During ballistic collision resolution, we iterate through all existing collision records, resolving the collisions using impulses as described above.  Friction is also processed immediately following the collision impulse resolution for each record.  It is important that the original velocities of the objects are modified during the collision resolution stage, and not the predicted velocities.

Usually, multiple iterations are performed of the previous steps described; new geometry is predicted (without modifying the current positions/orientations), collisions are detected again, and velocities are again modified during collision resolution.  This continues until some maximum number of iterations, or else until no collisions are detected.

Following the ballistic phase, the actual current velocity values of objects are integrated using the accumulated forces (accumulated in the first step where we gathered all external forces acting on the bodies).
The contact phase thus begins using the newly updated velocities, and proceeds in most ways identically to the previously described ballistic collision phase, with several key differences.  To start with, contact relationships and dependencies are detected so that processing of collisions can occur in an order that will help the system converge to a “solution” more quickly.  Essentially, the dependencies can be described by sorting objects in the direction of gravity, and then processing objects from the bottom up.  Additionally, whereas collision resolutions were processed with normal elasticity during the ballistic phase, the coefficient of restitution is set to zero for all contact processing, in an effort to kill off small velocities and to minimize “jittering.”  This modeling is “correct” in the sense that collisions remaining after the ballistic phase are necessarily surfaces of constant contact.

Again, as in ballistic collision processing, we perform multiple iterations of this processing.  On the final sweep up the dependency list, however, we perform a “shock” step, whereby objects’ inverse masses are set to zero following processing.  This aids in object stacking, as objects become immovable and thus cannot be pushed out of the way after resolution.
Lastly, positions are updated, and all secondary state is updated, including transformation matrices used for rendering.  Additionally, as a final help to prevent object-interpenetration, several rounds of “separation” are performed, whereby objects are slowly separated from one another if further collisions are detected.

It is worth mentioning that constraints (as used in the rag-dolls) are handled nearly identically to collisions, and are processed immediately following collision resolutions at every iteration.  The constraints act similarly to collision records, in that they reference a pair of rigid bodies with a shared constraint.

Previous/Failed Implementations
Initially, triangle-to-triangle collision detection was used, where the points of intersection on the triangles were used as resolution points in the collision resolution process.  This proved to be both time-consuming and imperfect, yielding jittering and much object inter-penetration.  Eventually, I switched to more “idealized” surfaces of boxes and spheres, making the detection process much easier.  Additionally, instead of using the points of intersection between two surfaces, the point of deepest interpenetration were detected and used, creating for larger impulses and helping to effect separation more efficiently.
Applications

The principal applications of these techniques is to games, or other real-time simulations where plausible physical behavior is acceptable, and precisely accurate data is not required.
Shortcomings

Jittering/eventual loss of stability in stacks.
Slowdowns due to many collisions/stacking.
Not treating objects with high velocity.

Future Work

Future work would obviously include fixing the shortcomings listed.

Current ideas for fixing the jittering and loss of stability include better collision detection routines.  Additionally, an object-deactivation scheme could also reduce object jittering by making objects simply go to sleep (i.e., remove them from physical simulation and integration) when they’re positions and orientations have remained constant for some amount of time.  The difficulty in such an approach would lie in deciding at what point objects need to become re-activated to maintain the plausibility of the simulation.
Solutions for speeding up the simulation’s speed also lie in more stability, as the current reason for slow frame rates is the number of collision and contact iterations required to maintain stability.  A combined and robust method for treating objects with high velocity in tandem with an object deactivation scheme could very well minimize the number of iterations required, bringing about a large frame rate improvement.
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